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(Simplified) Map Reduce Reviewl

Machine 1
<k1, v1> <nkl, nvl> <nkl1, nvl> <nkl1, nvl> <nkl 2>
<k2, v2> [> <nk2, nv2> <nk3, nv3> [> <nk1, nv6> [> <nk3’ 1>
<k3, v3> <nk3, nv3> <nk1, nv6> <nk3, nv3> ’
Local Global Local Local
Map Shuffle Sort Reduce
Machine 2
<k4, v4> <nk2, nv4> <nk2, nv4> <nk2, nv4>
<k5, v5> [> <nk2, nv5> <nk2, nv5> [> <nk2, nv5> [> <nk2, 3>
<k6, v6> <nk1, nv6> <nk2, nv2> <nk2, nv2>




Hive QL - Joinl

user
useri| age | gender
d
111 | 25 | female
222 | 32 | male

page_view
pagei|useri| time
d d
1 111 | 9:08:.01
2 111 | 9:08:13
1 222 | 9:08:14
e SQL:

INSERT INTO TABLE pv_users

SELECT pv.pageid, u.age

pv_users
pagei| age
d
1 25
2 25
1 32

FROM page_view pv JOIN user u ON (pv.userid = u.userid);



Hive QL — Join in Map Reduce .‘y

page_view
pagei|useri| time
d d
1 | 111 | 9:08:.01
2 111 | 9:08:13
1 | 222 | 9:08:14
user
useri| age | gender
d
111 | 25 | female
222 | 32 | male
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e SQL:

pv_users
pagei| age

d

1 25

2 25

1 32

2 25

Hive QL — Group By .’“;

pageid_age sum

pagei| age | Cou
d nt
1 25 1
2 25 2
1 32 1

= |INSERT INTO TABLE pageid_age _sum

= SELECT pageid, age, count(1)

= FROM pv_users
— GROUP BY pageid, age;
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pv_users
pagei| age

d

1 25

2 25
pagei| age

d

1 32

2 25

Hive QL — Group By in Map Reduce!
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Hive QL — Group By with Distinct .‘y

page_view

pagei| useri | time
d d

result

111 | 9:08:01 pagei count_d|§t|nct_us
d erid
111 | 9:08:13 1 >

222 |9:08:14 > 1

N P N

111 | 9:08:20

 SQL
— SELECT pageid, COUNT(DISTINCT userid)
— FROM page_view GROUP BY pageid ]
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Hive Optimizations
Efficient execution of SQL on Map Reduce

Rl



(Simplified) Map Reduce Revisit‘!

Machine 1
<k1, v1> <nkl, nvl> <nkl1, nvl> <nkl1, nvl> <nkl 2>
<k2, v2> [> <nk2, nv2> <nk3, nv3> [> <nk1, nv6> [> <nk3’ 1>
<k3, v3> <nk3, nv3> <nk1, nv6> <nk3, nv3> ’
Local Global Local Local
Map Shuffle Sort Reduce
Machine 2
<k4, v4> <nk2, nv4> <nk2, nv4> <nk2, nv4>
<k5, v5> [> <nk2, nv5> <nk2, nv5> [> <nk2, nv5> [> <nk2, 3>
<k6, v6> <nk1, nv6> <nk2, nv2> <nk2, nv2>




key

aVv

111

key

bv

222

Map Reduce

SQL:

AB

key

aVv

bv

111

222

Hive Optimizations _
— Merge Sequential Map Reduce Jobs § ?

key

Ccv

333

Map Reduce

ABC
key| av | bv | cv
1 |111(222|333

— FROM (ajoin b on a.key = b.key) join c on a.key = c.key SELECT ...
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Map Reduce

Map Reduce

pagei| age
d
1 25
2 32
pagei| age
d
1 25
2 32

Hive Optimizations

o

— Share Common Read Operations #

pagei| cou
d nt
1 1
2 1
age | cou
nt
25 1
32 1

e Extended SQL

* FROM pv_users
= INSERT INTO TABLE

pv_pageid _sum
= SELECT pageid, count(1)
= GROUP BY pageid
= INSERT INTO TABLE
pv_age_sum
= SELECT age, count(1)

= GROUP BY age;
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Hive Optimizations _
—Map Join '?

* Map Joins
— User specified small tables stored in hash tables on the
mapper backed by jdbm

— No reducer needed

INSERT INTO TABLE pv users
SELECT /*+ MAPJOIN (pv) */ pv.pageid, u.age
FROM page view pv JOIN user u

ON (pv.userid = u.userid);



Hive QL — Map Join "‘»

Hash table

key

value

111

<1,2>

222

<2>

page_view
pageid| userid| time
1 111 | 9:08:01
2 111 | 9:08:13
1 222 19:08:14
user

userid| age | gender
111 25 | female
222 32 male

pv_users
Pageid | age
1 25

2 25

1 32

&
'E o
=%



Group by Optimizations .‘y

 Map side partial aggregations
— Hash-based aggregates
— Serialized key/values in hash tables

— 90% speed improvement on Query

e SELECT count(l) FROM t;



Parameters .‘y

hive.map.aggr = true

hive.groupby.skewindata = false

hive.groupby.mapaggr.checkinterval

100000

I
o
O

hive.map.aggr.hash.percentmemory

I
o
6

hive.map.aggr.hash.min.reduction



Multi GroupBy .’“}

FROM pv users
INSERT OVERWRITE TABLE pv gender sum

SELECT gender, count (DISTINCT userid),

count (userid)

GROUP BY gender

INSERT OVERWRITE TABLE pv_age sum
SELECT age, count (DISTINCT userid)

GROUP BY age



Hive QL — Group By in Map Reduce "‘“»

pv_users
gender | age | userid
M 25 1
M 25 2
M 25 1
M 24 1
F 24 2
F 24 1

Key:
userid
Value:
gender,
age

gender dist | count
M 1 3
E 1 1 \ gender dist count
age dist > M 5 4
25 1 F > >
24 1
gender dist | count
M 1 1
F ! ! age dist
age dist
2 24
25 1
25
24 1




* GroupByZNiE{IFS

Load balancing for data skew .‘z

— skewindata{/4t,

5k

* set hive.groupby.skewindata=true
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Map-Reduce

pV_UuSers
pagei| ag
d e

1 |25

1 |25

1 |25

2 |32

1 |25

Hive Optimizations
— Load Balance Problem

pag@aigaige agartsalmsum
pagei| age| cow
d e | ntt
1 |25 2
2 |32 1
1 |25 2
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 Map only
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* group by/distinct

* join
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- REFL

— IXENER
» ERXEMIKENER |, ERRAF@Y
* JoinFPERAIBRIREIRTIZR
* MaploinZzflloinllif? , EFAAZRMEKENZR
* STREAMTABLE

Join IliiFF §



Map Only .’“y

Map only
— ¥HIE
« 728Join. GroupBy. Order by, SortbyZsF , &&(FReduce
o B MMapE— M EIHEXE | MAZIEEKX , MapEURZSE 0
HXAFRZ
- ﬁk/r\l_\-_l\
o {KFItLjobtItHAY T—Nob , mapEUREX
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